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Data key: users can grant Al
agents - represented here
by the crab icon on the
Moltbook platform — access
to all information on their
smartphones or computers.
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“The Foundations of
Al Systems Are

Al agents have undergone rapid
development and demonstrate ex-
traordinary capabilities in certain
areas like communication or soft-
ware programming. Krishna Gum-
madi, Director at the Max Planck
Institute for Software Systems,
clarifies what characterizes an Al
agent and comments on the bene-
fits they offer and risks they pose
to individuals and society as a
whole.

When is an Al system considered an
Al agent? Is ChatGPT an Al agent? Or
are there additional criteria it would
need to fulfill to become an Al agent?

If you look at social media platforms or
chatbots like ChatGPT, it’s worth making
the distinction between the Al models
and the computing architecture of the
platforms. Al models are neural networks;
they are not active in any sense. The com-
puting architecture, the means by which
you actually embed the Al model in a plat-

form, is what makes it active or agentic. In

other words, the framework of rules im-
plemented by the designers of these plat-
forms defines what their Al models can or

cannot do.

“What happens
if the tool gives
some gibberish
to the chatbot?”

Could you give an example?

If we use the example of ChatGPT, the
core engine of it is a GPT model, a large
language model or LLLM. We could com-
pare this to the engine of a car. An engine
by itself doesn’t do much, if you don’t sup-
ply it with fuel, if you don’t connect it to
the transmissions, and if you don’t attach
it to a whole number of other components.
Today, there is a lot of focus on the Al
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Shaky.”

Interview: Peter Hergersberg

models themselves, but people often over-
look the rules these AT models are follow-
ing in terms of interactions with humans.
At the conceptual level, I like to think that

the more responsibilities or the more deci-
sion-making power you give to these

models in a particular architecture, the

more agentic they become. I often give the

example of gate agents at an airport to my

students to explain how agency can be

given or taken away. Do these gate agents

really have agency if somebody comes to

them with a problem? Or do they simply

refer to a rule book and then say, “This is

exactly what needs to be done?” If the lat-
ter is the case, this could be seen as a hu-
man implementing an algorithm. But if
they have more agency, they have the

power to make decisions in a situation for
which there is not a specific, predeter-
mined protocol.

What does agency mean at the mech-
anistic level?

Mechanistically, the big change from two
years ago is that these models are increas-
ingly being augmented through the use of
other tools which they can invoke at their
discretion. For example, in 2022, when
%
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ChatGPT was released, the .LILM gener-
ated every response in a standalone fash-
ion. It was using its own neural network
knowledge to answer the question. This

was why it wouldn’t answer or would hal-
lucinate if you asked about current events.
Over the past two years, and particularly
in the last year, people started recognizing
that LLMs can overcome their limita-
tions if they are connected to search en-
gines, calculators, and so on. This can be

done via a process known as “function

calling.” Now there are hundreds of tools

that ChatGPT, for example, uses via

function calling. In a study we recently

submitted, we found that the GPT mod-
els are invoking tools for a rapidly growing

number of conversations. This makes the

systems more agentic.

What questions and issues are asso-
ciated with the use of function call-
ing?
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“One model was
so smart that
it tried to verify
a result.”

One interesting question is, on what basis
does the system decide when to invoke
which tool and how? For example, if you
ask for information about some recent
parliamentary election, the model decides
whether or not it should use web search or
just provide the answers based on its in-
ternal knowledge. And if it invokes a web
search, it decides what terms it should use
for the query. And when it receives the re-
sults from the web search, it decides
which information it should trust. That is
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Artificial Intelligence
put to the test: Krishna
Gummadi investigates
Al systems, focusing
on the computational
environment that
determines what
language models are
capable of. He aims to
understand the
societal impacts of
these systems at the
technical level and to
demonstrate how they
can be improved.

very similar to the human process in-
volved in doing a web search. And I’'m just
talking about a single tool.

How does a chatbot know when to
call on one of the many available
tools?

The Al systems are given a brief descrip-
tion of what a tool does and how to use it.
The surprising thing is that the system
does anything useful with these brief de-
scriptions. However, the foundations of
Al systems are shaky. For example, we
wanted to find out what happens if the
tool gives some gibberish to the chatbot.

How did you test this?

We took the case of a simple calculator
tool. Many LLILMs, even the big LLILMs,
cannot calculate with four-digit numbers.
So, they have to invoke a calculator tool.



But we intercepted the responses and fed
the LLLM wrong answers. We wanted to
see, does the LLLLM get it? Does it feel, as
humans do, that something is off here? Or
does it assume that the tool is always cor-
rect? What we found is a variety of pat-
terns. One model was so smart that it tried
to verify the result. It started thinking,
demonstrating a kind of probabilistic rea-
soning, like: “This feels wrong. Let me
double check it.” Then it made a simple
assessment. And then it thought: “So the
result of the calculator must be wrong.
Should I pass it on, or should I tell the user
that it is wrong? But maybe the user knows
better. So, ’'m going to pass on the re-
sponse from the calculator.”” And then it
passed on the response of the tool, even
though it realized that the response was
incorrect. Now, deeper questions about
agency arise; if a model detects an error in
a tool’s response, should it take the re-
sponsibility to warn the user?

What does that mean for the use of
chatbots and Al agents?

Right now, the results seem amazing be-
cause we’re not considering the different
scenarios. What would happen if a chatbot
invokes a web search for some healthcare

query and the responses contradict each

other? Would it start reasoning that the

first response came from a renowned

journal like the New England Fournal of
Medicine, and the second response came

from a social media influencer? Will it
trust the first response more? Does it have

a notion of page ranking? Does it have a

notion of trust ranking? This is very un-
clear. To give another example: we con-
nected a chatbot to a weather tool and

asked it, “What’s the temperature in Bos-
ton today?” We interpreted an incorrect

response: 85 degrees Celsius. Then the

system went into thinking mode saying:
“85 degrees Celsius — that seems odd. I

wonder whether the units are wrong, and

if it is 85 degrees Fahrenheit. Okay, I'll

correct the units in the response.” And so,
it provides the answer 85 degrees Fahren-
heit. On the one hand, this is great, it real-
izes something was wrong. But on the

other hand, 85 degrees Fahrenheit in Feb-
ruary, in Boston?

That’s 30 degrees Celsius, and on
average the maximum temperature in
February is less than 4 degrees Cel-
sius in Boston. So, this is very likely
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wrong, too. You mentioned that these
models are reasoning. Is that true for
large language models, too? Or does
this only apply to large reasoning
models? What’s the difference
between the two?

Conceptually, large reasoning models are

nothing more than large language models

that are forced to show their working be-
fore they provide an answer. Thisisa little

bit like when I review a scientific paper
and I have an impression of whether I like

it or not while reading it. Sometimes my

assessment changes when I write down

the strengths and weaknesses of the paper.
The reason people are advocating for large

reasoning models is that the final answer

depends on everything that they have al-
ready written. Even if ChatGPT is gener-
ating a response, it also does some reason-
ing in the background that is not shown to

the user. However, you can look at the rea-
soning by asking ChatGPT for all the in-
formation it has about you. In those data

dumps you find the reasoning.

“The agent
knows a
lot about you.”

When even chatbots seem to actin a
rather agentic manner nowadays,
what is new about Al agents like
OpenClaw?

A couple of my students are exploring
OpenClaw in depth to understand how it
is designed and what the key difference is
between chatbots like ChatGPT and
OpenClaw. OpenClaw runs on your lap-
top, desktop or smartphone, rather than
in the cloud as is the case for ChatGPT.
And now, imagine giving the system ac-
cess to all the data on your local device:
your email, calendar, all the files,
everything. Now all of a sudden, the agent
knows a lot about you. So, it can act as your
personal assistant. What’s more, you can
give it control over all the tools on your lo-
cal device. You could say, delete all files
that have images of me and someone else
from this year to that year.
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That sounds both helpful and frighten-
ing.

An Al agent can control your communica-
tion tools like your email, your social me-
dia accounts including your WhatsApp,
your calendars, everything, and it can
communicate with everybody else on your
behalf. One of my students gave Open-
Claw control over his WhatsApp, and he
said, here are two of my friends, here are
their interests, please start chatting with
them. That’s all he said. And the agent
sent messages to those friends, even using
nicknames. I find this absolutely fascinat-
ing and chilling at the same time. So, we
started probing security vulnerabilities.
One of my students managed to get Open-
Claw to reveal all sorts of information
about its conversations and WhatsApp
messages with other people. It’s a bit like
how we have our office staff who assist us
in various ways. But my office staff know
precisely what to reveal or not to reveal
about me. If someone asks them for per-
sonal information about me, they might
say, “This is completely inappropriate.”
But how does the AT agent know? It needs
a lot of understanding of my relationships
with everybody that ’'m communicating
with before it decides what it will disclose.

That means these Al agents are not
secure.

Yes. To give another example, one of my
group members took over the personal Al
assistant of another group member. So,
one student, let’s say person A, had asked
the assistant to engage with person B. But
then person B started giving the personal
assistant of person A tasks that were way
beyond the scope of person A’s initial re-
quest. So, person B started using it to gen-
erate research reports, but person A is ac-
tually paying for the agent. It would be a
little bit like if T told my office assistant,
“I’'d like to talk to a colleague, please ar-
range this appointment.” And the col-
league started talking to my office assis-
tant and at some point said: “Hey, I'm
traveling to Berlin tomorrow. Can you
book me a ticket?” A human assistant
would decline, but would an Al assistant
have the wisdom to draw boundaries? If
you start drawing analogies, the short-
comings become extremely clear.

How can these Al systems act autono-
mously or call on the right tool to
—>
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answer a question if they generate
answers on the basis of probabilities
without any actual understanding of
meaning?

This is exactly the topic that a lot of re-
searchers are pursuing. Sometimes you're
surprised that a simple probabilistic sys-
tem has such complex emergent proper-
ties. Sometimes I have a similar reaction
when I see some fascinating construction
that was created by humans. You feel like,
this is possible? But that’s not the same as
saying, “That’s impossible, I don’t believe
it.” Let’s not forget that simply random,
that is probabilistic, mutations lead to all
complex life forms around us, including
humans.

Do these agents, which have been
developed in the recent past, already
exhibit artificial general intelligence?
Can they develop something like
intentions and consciousness as is
often implied in reports about them?

First of all, I can understand why these
questions are on the minds of a lot of peo-
ple. However, the problem with such
questions is often the terminology. What
exactly do we mean by general artificial
intelligence? When do we say a system has
an actual intent? And how exactly are we
going to measure something like con-
sciousness and intentions that we as hu-
mans intuitively understand? When we
study these questions from a scientific
perspective, we quickly encounter obsta-
cles in terms of how to even operationalize
these concepts. The way [ see it, it is better
to focus on the architectures that we’re
designing around the models to under-
stand how using these systems is impact-
ing our society. If we don’t like something,
we can engineer the systems differently. I
believe that, unless we design a cata-
strophically bad system, things cannot go
massively wrong in the sense that an Al
starts taking actions in its own self-inter-
est. Unfortunately, sometimes people
seem to be heading toward this direction.

Is Moltbook, the social media plat-
form where Al agents like OpenClaw
communicate instead of humans, an
example of how things can develop in
a bad direction?

This is the ultimate form of delegation;
you give these systems some minimal in-
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formation and tell them to engage on your
behalf and do whatever they think. And
then we wonder why the agents’ discus-
sions went haywire. But what do we ex-
pect? If you design systems poorly, and
you delegate too much agency, everything
can go wrong. In fact, I strongly suspect
that on Moltbook, unscrupulous individ-
uals might even be able to get hold of a
huge amount of personal information
from other people’s agents.

“Al agents are
democratizing
programming.”

What is your opinion on how these Al
systems will change working culture
and how societies will be affected if
the jobs of translators, journalists,
lawyers, and software programmers
are replaced by Al?

There are probably several professions
that are going to be affected. I will focus
on the one that I’'m closest to, which is
software engineering and programming.
Al systems are already revolutionizing
these professions. In fact, the pace of the
development here has shocked everyone.
Now Alagents have reached a stage where
people describe what they want to do and
the entire programming is done by the
machine, including building the whole ar-
chitecture and entire code repositories.
On the one hand I see that I have become
10 to sometimes 100 times faster when
programming. That appears to be quite
scary for the entire profession of pro-
gramming if one person can replace 50 or
100 people in a software engineering com-
pany with armies of developers, right? But
on the other hand, there is also a positive
side to this development. For a long time,
there were a lot of people with interesting
ideas which they couldn’t implement be-
cause they had no programming skills.
But now everybody can create programs
and implement interesting ideas. So, in
some sense Al agents are democratizing
programming.
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Wouldn’t this development create
new dependencies and change socie-
ties in ways we cannot even foresee?

Today one might say, these systems are
controlled by OpenAl and Microsoft and
Google, and I’ll have to pay them a lot of
money for access. This could then exacer-
bate inequality, because only the people
who have access to these latest models can
become significantly more productive
and the people who cannot access these
tools will fall behind. But imagine, in the
future, if maybe having access to these
tools becomes a basic utility and a govern-
ment rules that everybody should have ac-
cess. I'm just speculating massively here.
It really depends on the structure of power.
There is another problem which I first
heard of at a conference I recently at-
tended: governments will lose tax revenue
if a lot of people lose their jobs because of
Al However, somebody suggested that
maybe governments could tax tokens.
Each time an LLLLM generates a token, it
represents some form of labor. Maybe we
have to think about these things in inno-
vative ways.

Glossary

LARGE LANGUAGE MODEL
(LLMm)

refers to an Al system that is
trained on large amounts of text
and then generates text based on
probabilities. For reasons that are
not yet fully understood, language
models also grasp the meaning of
texts to some extent.

Al AGENT

is, in the narrower sense, a system
that autonomously solves more
complex tasks, makes independent
decisions for that purpose, and
uses various computer programs
- for example, to communicate with
third parties. However, even today’s
chatbots use programs beyond
their respective language models
at their own discretion and can
therefore be viewed as agentic Al.

LARGE REASONING MODEL
(LRM)

refers to a large language model
that is trained to process tasks in
logical sub-steps, making it
somewhat possible to understand
how it generates an answer.
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Many people are worried that Al might
also fracture societies through the
spread of misinformation which
undermines democracy.

The use of social media is certainly lead-
ing to greater societal polarization, be-
cause the recommendation and search
systems have been implemented without
carefully thinking through the amplifying
effects they have. These are again trou-
bling side effects of poorly designed sys-
tems. But then we have to ask, can we fix
the system? And related to this is the
whole aspect of regulation. In this context,
my work focuses on how we can audit Al
systems and how best to address govern-
ance issues, which might help fix the dis-
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“My work
focuses on how
we can audit Al

systems.”

information and polarization problems.
However, I admit that there are no easy
solutions here because there has to be
some societal consensus. Nevertheless, |
increasingly worry that only a smaller and
smaller number of people understand
where these complex systems with such
outcomes are going wrong. I admit I some-
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Agents in security
testing: Gummadi’s
team has tested Al
systems and, among
other things,
identified security
vulnerabilities. For
example, agents
could be tricked into
revealing sensitive
information about
their users.

times get frustrated, because in societal
debates things get simplified to the point
where the results don’t provide long-term
solutions. For instance, there are policy
frameworks which say we want to be able
to audit the large online platforms for sys-
temic risks in different dimensions and
then we want to mitigate them. Great
idea! But how are you going to implement
it? This is what I try to focus on. And this
is a space that I feel needs a lot more work.
%
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